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Abstract

Scheduling a sequence of jobs released over tineaWie processing time of a job is only known
at its completion is a classical problem in CPUeslthing in time sharing and real time operating
systems. Previous approaches to scheduling comgygggms have focused primarily on system-
level abstractions for the scheduling decision fioms or for the mechanisms that are used to
implement them. This paper introduces a new schgldoncept New Multi Level Feedback
Queue (NMLFQ) algorithm. It's important to get aogresponse time with interactive tasks
while keeping other tasks from starvation. In tl@isearch paper, we prove that a New version of
the Multilevel Feedback queue algorithm is compatifor single machine system, in our opinion
providing theoretical validation of the goodnesshaf idea that has proven effective in practice.
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1. INTRODUCTION

The Oxford Dictionary of Computing defines a raat¢ system as: “Any system in which the time atahhbutput is
produced is significant. This is usually becauseittput corresponds to some movement in the physicdd, and the
output has to relate to that same movement. Thdrtag input time to output time must be sufficigngmall for
acceptable timeliness”. The correct behavior ofal-time system depends as much on the timing wipctations as it
does on the results produced by those computatResults delivered too late may be useless, or @aemful [1].
Real-time systems are in widespread use and céoubd in such application domains as industriabegtion, process
control, Communications, Command, Control, and imddia.

There are two distinct types of systems in thegdfihard real-time systems and soft real-timeegyst

Hard real-time systems are those in which it ipénative that all computations are strictly perfedrwithin the
specified time, regardless of the operating cood#i Failure to meet the timing constraints of evae task may
invalidate the correctness of the entire system.

Soft real-time systems, in contrast, are thoswtiich strict adherence to the timing a constraintagks is not
always guaranteed. A requisite property of hardHigee systems that allows for their determinidighavior is closure.
All tasks and their associated timing requiremettigjr worst case execution time, and their intéoas, must be
known ahead of time. The system designer then psoman dimension the hardware and compose a dbrefu
choreographed sequence of task executions thalsyile¢ desired result of 100% deadline satisfaction

The objective of this research paper is to study dvailable task schedulers in practice. To makexensive
literature survey on real-time operating systenhitis own mechanism of scheduling concepts. Aftenparing some
scheduling policies, like edf, rm and multilevelegee etc., an idea of new multilevel feedback quetleduler is
proposed.
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1.1 Algorithm Evaluation

Define Criteria. Examples:
e Maximize CPU utilization under the constraint thedponse time <= 1 second
» Maximize throughput so that turnaround time is #oBrage) linearly proportional to total executiong

New scheduler using the concept of multiple quguias been implemented. This scheduler also cassale
important parameter viz. priority which is a factorbe considered while developing scheduling pedidor soft and
firm real time systems.

In this scheduler multiple waiting queues havenbieplemented where each of the ready processdsfavaihe
CPU cycle. The processes go into each of the qusased on their priority levels viz.0-49-low priyri50-99 medium
priority and 100-149 high priority.

The high priority queues are given a greater gmles than the lower priority ones hence avoiditegvation and
allowing the higher priority processes more CPUleycThe scheduling in the queues happens in armlyin fashion
minimizing the possibilities of a very high prigriprocess being ignored for long in the queue.

1.2 Distinguishable characteristics of the RTOS’s

% Most of the times, a real time system will be arbedded system. The processor and the softwarenavedeled
within the equipment, which they are controlling/pical embedded applications are Cellular phonesiay Machine,
Microwave Oven, Laser Printer, Electronic Toys, &dGames, Avionic controls etc. RTOS will be emteetidlong
with the application code in the system [2]. Thisr@ao Hard Disk or Floppy Drive from which the O$llwe loaded.
The entire code remains in the Read Only Memoithefsystem. So it must be small in size.

% Not only the response time predictable, but it ningstery fast as well. Many embedded applicatiammrol critical
operations (Example. missile control). So themiitst sense the signal and give a response, fasgkrio achieve the
desired task. A late answer is as bad as the waosger [3].

®,

« Therefore, the RTOS code must be very short antlenréefficiently to respond to process needs.

% Because of the small footprint requirement and laickecessity of other peripherals, many featuoemd in desk
top PC OS’s are not needed like a sophisticaflesnory Manager or a File Manager.

1.3 Features of Real Time Systems

< Multitasking: Provided through system calls.

Priority based Scheduling: In principle of flexildencepts, but limited to number of priority levels
Ability to quickly respond to external interrupts.

Basic mechanisms for process communication andhsgnization.

Small kernel and fast context switching.

Support real time clock as internal time interface.

o,
o
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1.4 Task states
The basic building block of RTOS is the task. Task segment of code which is treated by the systfitware (O/S)
as a program unit which can be started, stoppddyeld, suspended, resumed and interrupted, Branfipead a byte
form serial buffer.

For each task they will have their own stack aglsters. All the tasks share common data.
RTOS will have its own data area.

These are THREE major states for a task.
a) Running b) Ready c) blocked

Running task is the task under execution by the CPU. @nbytask can be in the running condition.

Readytask is ready to run. Only RTOS is holding ithydumber of tasks can be in ready state.

Blocked task cannot run. It is waiting for somethinghappen. Any numbers of tasks can be in blocked.sta
There can be other states like sleeping suspempe#edied, waiting, dormant, delayed as shown inrgidu They

are only minor variation of the blocked state.

s A task will be brought to running state from readgte by the scheduler of the RTOS. Similarlyask will be
sent to ready state from running state by RTOS whemnts to stop the current task in the middld alow another
task to run because of priority.
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« A task will go from blocked state to ready stateewlit receives signal for which it has been waititigcould be an
external event, or the result of another task ertitme signal from a timer and so on.

< A task will go from running to blocked state wheris has to be suspended from running conditiorabse it
requires an information that is not available nowd & cannot proceed further. It can happen dueat®mus reasons and
requirements.

% No task can come from blocked state to runningedatctly.
%+ No task can come to running state unless the stdreallows it.

(m, _adnited TR oy
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completion waling = event wait

Figure 1: States of process

1.5 Starvation of processes
In computer sciencestarvation is a multitasking-related problem, where a prodesperpetually denied necessary
resources. Without those resources, the programeaer finish its task [4].

Starvation is similar in effect to deadlock. Twormore programs become deadlocked together, whem afahem
wait for a resource occupied by another progranther same set. On the other hand, one or more pnsgese in
starvation, when each of them is waiting for researthat are occupied by programs, that may or mahybe in the
same set that are starving. Moreover, in a deadlockprogram in the set changes its state. There bwaaa similar
situation called livelock, where the processes gkartheir states continually, but cannot progresglock is a special-
case of starvation. In that sense, deadlock canlassaid a special-case of starvation. Usuallyptioelems in which
programs are perpetually deprived of resourcesedegred as deadlock problems when none of therclarging their
states and each of them is waiting for resourcésagcupied by programs in the same set. All otheth problems are
referred to as starvation.

Starvation is illustrated by Edsger Dijkstra'sidgnphilosophers problem. The fault lies in theestiding algorithm.
The scheduling algorithm, which is part of the ladyiis supposed to allocate resources equitabdy;ih the algorithm
should allocate resources so that no process peitpelacks necessary resources.

Many operating system schedulers have the comgpbcess priority. A high priority process A wilin before a
low priority process B. If the high priority proce§process A) never blocks, the low priority prac@) will (in some
systems) never be scheduled - it will experienegvation. If there is an even higher priority pregeX, which is
dependent on a result from process B, then pro¢esight never finish, even though it is the mospartant process in
the system. This condition is called a priority énsion. Modern scheduling algorithms normally conteode to
guarantee that all processes will receive a mininanmount of each important resource (most often @) in order
to prevent any process from being subjected toatian.

In computer networks, especially wireless netwpscheduling algorithms may suffer from schedulstgyvation.
An example is maximum throughput scheduling.

2. RELATED WORK
This section provides a review of the researchedlto our work for the implementation of NMLFQ. Wescribe each
approach, its distinguishing features, and hoviffies from generic scheduling mechanism.

2.1 Analysis for real-time scheduling
A number of optimal scheduling algorithms exist @PU loads of up to 100%. Optimality is definedles algorithm’s
ability to find a feasible task ordering if such@ndering exists,

The Earliest Deadline First (EDF) and Least Lafirst (LLF) are two such optimal algorithms. Whaxroked, an
EDF scheduler simply scans through all the taskhénsystem and dispatches the one with the eadesdline. The
difference between the remaining execution time dask and its remaining time to deadline is itstya The LLF
scheduler dispatches the task with the smallegtylax

CPU load (also known as processor utilizationdgdts defined as:
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Figure 2: Earliest Deadline First algorithm
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Figure 3: EDF Domino Effect

Where for each af concurrent tasks in the syste@i,is the task’s computation time (also known as)¢estdTi is
the task’s period. The deadline for each task ésshme as its period, i.e., the task must comjiieteomputations
before the arrival of its next instance.
The processor utilization factor is used as a sdabdity test — forU <= 1.0, the task set under consideration can be
scheduled using any of the optimal algorithms.

Hard real-time systems, by definition, operatete{or occasionally at) capacity. No overload caour in such a
system because it would cause missed deadlines.

2.2 An extensive literature survey for examples akal-time operating systems
Current real-time operating systems can be dividedthree main categories.

1. Priority-based kernel for embedded ajgpiins,

2. Real-time extensions of timesharing ofiegasystems, and

3. Hard real-time operating systems.

2.2.1 Priority-based kernel for embedded applications

This category includes many commercial kernels.gbmeral, the objective of such kernels is to achiéngh
performance in terms of average response timetermad events. As a consequence, the main featiaéslistinguish
these kernels are a fast context switch, a snmd| sifficient interrupt handling, the ability todgeprocess code and data
in main memory, the use of pre-emptable primitivaisd the presence of fast communication mechantensend
signals and events.

2.2.2 Real-time extensions of timesharing operating systems

This category of operating systems includes thetie@ extensions of commercial timesharing systehte advantage
of this approach mainly consists in the use of ddath peripheral devices and interfaces that allovepgeed up the
development of real-time applications and to sifgpdortability on different hardware platforms. @re other hand, the
main disadvantage of such extensions is that thasic kernel mechanisms are not appropriate fordlhan
computations with real-time constraints. For exanpghe use of fixed priorities can be a seriousitdition in
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applications that require a dynamic creation ofsasoreover, a single priority can be reduciblegjoresent a task with
different attributes, such as importance, deadfeeiod, periodicity, and so on.

2.2.3 Hard Real-time operating systems

The lack of commercial operating systems capabgffafiently handling task sets with hard timingnstraints, induced
researchers to investigate new computational pgmagliand new scheduling strategies aimed at guaiagte highly
predictable timing behavior. The operating systemsceived with such a novel software technology caléed hard
real-time operating systems and form the third category of systems outlinedvabh

The main characteristics that distinguish this igeweration of operating systems include:

The ability to treat tasks with explicit timing cstraints, such as periods and deadlines.

The presence of guarantee mechanisms that alloxgrtfy in advance whether the application constsagan be
met during execution.

« The possibility to characterize tasks with addigibparameters, which are used to analyze the dynpenformance
of the system.

% The use of specific resource access protocolsath@tl priority inversion and limit the blocking teron mutually
exclusive resources.

o,
o
o,
o

2.3 Scope and limitation; Research findings and gap

Though algorithms such as EDF produce optimal sdieedduring underload, they can produce schedulids w
catastrophic effects as load grows beyond capd€igure 3, shows one such case where EDF schedofiagnewly
arrived task pushes all existing tasks beyond tiesipective deadlines.

The diagram shows task A arriving first (denoted the up-arrow). It starts executing and is subsatjy
preempted by task B which has an earlier deadliemdted by a down-arrow). Task B is in turn preeupty the
arrival of task C with yet an earlier deadline. K&sthen runs to completion, after which task Besumed as depicted
in Figure 2. Upon completion of task B, task A ésumed and runs to completion. If task D with arieradeadline
were to arrive (increasing the load beyond 100%)F Evould blindly schedule it, thereby pushing ather tasks
beyond their deadlines, like falling dominos, aswh in Figure 3. This phenomenon is known as theido effect .

As real-time systems enter overload, only a sulo$eall contending tasks can complete executionthmir
deadlines. The system therefore must shed loadpoira at (or below) capacity where it properly cservice task
requests. It must shed load in a predictable watatioids uncontrolled performance degradation.

A generalized definition of loagh was introduced in [5] for a set of dynamic raald tasks:

Zﬂ'ﬂ.-' d; Cl \t)

G
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Whereck(t) is the remaining execution time of taskvith deadline less than (or equal)do This definition of load
allows the calculation of load for a generic setasfl-time tasks that can be activated dynamidallydo not follow any
pre-defined activation pattern. This method cal@daCPU load at each task activation and can detettquantify
transient overload.

% EDF scheduling
Formal analysis methods are available for EDF saliregl In the simplest case the following assumpiare made:

5

A

only periodic tasks exist,

each task has a periodi,

each task has a worst case execution @ne

each task has a deadlibg

the deadline for each task is equal to the taslogébi = Ti),

no interprocess communication, and

an “ideal” real-time kernel (context switching atldck interrupt handling takes zero time).

5

A

5
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With these assumptions the following necessarysarffiicient condition holds:

If the utilizationU of the system is not more than 100% then all deadlvill be met.
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The utilizationU determines the CPU load. The main advantage with E@heduling is that the processor can be
fully utilized and still all deadlines can be m&tore complex analysis exists that loosens soméefassumptions
above.

[J = < 1

®,

“ RM scheduling

Rate monotonic (RM) scheduling is a scheme forga#sg priorities to tasks that guarantees thatrignequirements
are met when preemptive fixed priority schedulisgised. The scheme is based on the simple poltyptiorities are
set monotonically with task rate, i.e., a task vaitbhorter period is assigned a higher priority.

For a system witim tasks, all tasks will meet their deadlines if thek utilization of the system is below a certain
bound.

>
As n = oo, the utilization bound> 0.693. This has led to the simple rule-of-thurrdt #ays that
“If the CPU utilization is less than 69%, thenddladlines are met”.

In 1986 a sufficient and necessary condition wasvdd [5]. The condition is based on the notionnmfrst-case
response timeRi, for a taski, i.e., the maximum time it can take to executettdsk. The response time of a task is
computed by the recursive equation

-".
JEkpii) S > 6)

wherehp(i) is the set of tasks with higher priority than taskhe task set is schedulableRif<= Di for all tasksi. The
model also allows deadlines that are shorter thamperiod Di <= Ti).

The rate-monotonic priority scheme is not verydj@henDi <= Ti. An infrequent but urgent task will be given a
very low priority. In this case thdeadline-monotonic priority scheme is better suited. Here it is the task deadline that
decides the priority rather than the period. A tasth a short deadline gets high priority. Thisipglhas been proved
optimal whenD <=T in the sense that if the system is unschedulatile tve deadline-monotonic priority ordering, then
it is unschedulable also witlll other orderings [6]. Equation 1 holds also for dieadline-monotonic case.

2.4 Motivation, objectives and Goals

Making sure that the scheduling strategy is goazligh with the following criteria:

» Utilization / Efficiency: Keep the CPU busy 100%tbé time with useful work

»  Throughput: Maximize the number of jobs processadhpur.

*  Turnaround time: From the time of submission tottime of completion.

* Waiting time: Sum of times spent in ready queueorally we must minimize this.

* Response Time: Time from submission till the firséponse is produced, minimize response time ferantive
users.

e Fairness: make sure each process gets a fair shtre CPU

The scheduling problem for providing precise akians has been extensively studied in the liteeabut most of
the work relies on some strict assumptions sucfulhgreemptibility of tasks. A responsive kerneitlwan accurate
timing mechanism enables implementation of such GBlweduling strategies because it makes the asgursphore
realistic and improves the accuracy of schedulimg\sis.

Similarly, a scheduler that provides good thece¢tguarantees is not effective when the kernabtsesponsive or
its timers are not accurate. Conversely, a resperiggrnel with an accurate timing mechanism is lsmab handle a
large class of time-sensitive applications withanteffective scheduler. Unfortunately, these sohgihave generally
not been integrated: on one hand, real-time rekehas developed good schedulers and analyzed them &
mathematical point of view, and on the other hahdre are real systems that provide a responsitreekbut provide
simplistic schedulers that are only designed tfabeand efficient. Real-time operating systemegrdte these solutions
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for time-sensitive tasks but tend to ignore thefqremance overhead of their solutions on throughpignted
applications.

In a real-time computer system, correctness dependthe time at which the results are given. kacfice, this
means that for real-time systems to behave propedsne critical subset of a system's tasks showoitdptete their
processing before their deadlines. Failure to daao lead to human, environmental, and / or econaiamages.
Compounding the problem is that emerging systemsale distributed, dynamic, and adaptive will gatnands that
are even more stringent on real-time systems. Theess of teams of robots working in hazardousrenmients, on-
board space-shuttle systems, and underwater or eptece autonomous vehicles, for instance, willball strongly
dependent on the timeliness of their computatioeslts.

3. THE RESEARCH PLAN - PROBLEM STATEMENT

The aim of this research is to study the policy haemisms of different real time schedulers in emledddystems
domain, evaluation of performance of these mechaisn addition, to arrive at a common solutiorsitmulate a new
scheduling policy.

3.1 Research Methodology
The NMLFQ scheduling algorithm works by dividinget&PU time intagpochs. In a single epoch, every process has a
specified time quantum whose duration is computderwthe epoch begins. In general, different prasesmve
different time quantum durations. The time quantatue is the maximum CPU time portion assignedoprocess in
that epoch. When a process has exhausted its tiiauatum, it is preempted and replaced by anotherafie process.
Of course, a process can be selected several fioreghe scheduler in the same epoch, as longsagiantum has not
been exhausted--for instance, if it suspends itselvait for 1/O, it preserves some of its time gwan and can be
selected again during the same epoch. The epochvemeh all runnable processes have exhaustedjihentum; in this
case, the scheduler algorithm recomputes the timaetgm durations of all processes and a new epeging

Each process hadase time quantum: it is the time-quantum value assigned by the dale to the process if it has
exhausted its quantum in the previous epoch. Apeess always inherits the base time quantuns giatent [7].

The INIT_TASK macro sets the value of the basestogpmantum of process &apper) to DEF_PRIORITY; that
macro is defined as follows:
#define DEF_PRIORITY (20*HZ/100)

Since HZ, which denotes the frequency of timeerintpts, is set to 100 for IBM PCs, the value of DERIORITY
is 20 ticks, that is, about 210 ms.

Users rarely change the base time quantum of freicesses, so DEF_PRIORITY also denotes the lase t
guantum of most processes in the system.

In order to select a process to run, the NMLFQedaler must consider the priority of each procé@ssually, there
are two kinds of priority:

%+ Static priority
This kind is assigned by the users to real-timeg@sees and ranges from 1 to 99. It is never chamgéte scheduler.
« Dynamic priority
This kind applies only to conventional processess essentially the sum of the base time quantuhich is therefore
also called thdase priority of the process) and of the number of ticks of Giré left to the process before its quantum
expires in the current epoch.

Of course, the static priority of a real-time pres is always higher than the dynamic priority cbaventional one:
the scheduler will start running conventional psses only when there is no real-time process iIASKI RUNNING
state.

3.2 Background significance and Features of New Setluler
Preemptive Scheduling is the best algorithm for edded systems. Despite this, many well-known RT@&'s.
WiInCE, embedded NT, Linux, and PharLap ETS) utifz@rity time slicing. Under this algorithm, when higher
priority task becomes ready to run, it must waitiitthe end of the current time slice to be dispatt Hence response
time is governed by the granularity of the timeealiHowever, if the granularity is set too fineg firocessor spends too
much time thrashing - i.e. interrupting the curreagk to find out if a higher priority task is wai. This pretty much
precludes hard real time response without usingvan-kill processor.

NMLFQ uses preemptive scheduling. This means #@mtsoon as a higher priority task becomes readuyrtpit
preempts the current task and runs as shown irnréiguFor safety, NMLFQ does permit the currenk tslock the
scheduler if necessary (i.e. if it is in a critisakction of code.) The programmer controls locking.
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« Ready queus parfitioned into se parate queuss
u Fach queue has own scheduling algorithm
4 Schedule quewes in addition o jobs

= I'rocess may move between queuss

Figure 4: Priority Levels of Newc Multilevel-feedback-quésmheduler

Priority Levels: Some kernels (e.g. uC/OS) reqeiaeh task to have a unique priority. This is lingf because,
within a group of equally important tasks, it isiaBly better for the task that has waited the l@tg® run first [8]. One
task per priority level does not permit this. Allioy multiple tasks at the same priority level apgymits round robin
scheduling among those tasks. This is a good weash&éwe resources equally among the lowest pritagks in the
system. NMLFQ also permits time slicing among thwdst priority tasks - this is even more equal.

Scheduler Locking: NMLFQ allows the current tagkdck the scheduler. Many kernels do not provhis feature.
Why is it important? With the addition of lockinthere are three ways to protect access to a reso(irk disabling
interrupts, (2) semaphores, and (3) locking.

The first method is the only way to protect a tese shared between foreground and backgroundi@iever, it
causes interrupt latency and should be used &s $if possible. Semaphores are the traditional adethb protect
resources shared between tasks. Semaphores aveceespecific and do not add interrupt latency. Eeev, they do
cost a fair bit of processor overhead - typicaltythe order of 100 instructions to signal and sesemaphore. Hence
using semaphores is inefficient for short, critisattions of code.

This is where locking has an advantage. Lockingnlecking require only about 10 instructions, if peemption
results, and about 50, if preemption does resui@usly, processor overhead is less. Also, tasnky is less. Lock
and unlock are very short operations, so if thicali section is short, the sum of these plus ftiitecal section of code
will be less than the code in the signal and tasttions.

3.3 Designing the new multilevel queue scheduler

As it was mentioned before, in MLFQ the operatiggtem builds several separate queues as in Figarel Specifies
the quantum for each queue. Generally in this nuktladl processes end in the mentioned queue anck roat of
system. In these methods, the number of queuerenduantum size are specified while the processnising, so the
operating system has no role in controlling the benof queues and amount of each layer’'s quantum.

Highest priority
= System Processes =

:}’ Interactive Processes }:}
:}l Batch Processes }:}
:}l User Processes }:}

Lowest priority
Figure 5: Distinguishing processes in queues

The scheduler keeps a list of process queues. Eneye gets a priority assigned. Processes stargjiven priority
gueue. Different OSs use other numbers correspgnaitih priorities. In Unix, for example, the highesiority (which
is chosen first) is 0. Lower priorities have a Erguumber. In other OSs this is just inverted. &#ght OSs also use
other number of priorities, depending on for whéituations or purposes they are designed.
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Processes in queues with a higher priority get BU time, so a smaller 'time quantum' than psaEsef lower
priority queues. In this way, interactive procesgesless CPU time and computing processes mois.ig depicted in
Figure 8. But how do we know which processes ateractive and which are not? There is an easy isalutet
processes move from queue to queue. When a prbbesiss before it's time quantum is spent, the saleedwill
increase its priority. So interactive processesiclvimormally just read some input and then quit] automatically
promote to higher priorities. Processes which hs& fjuantum get a lower priority, so computinggasses, which take
all the cpu time they can get, will automaticallpwe to the lower priorities. Then, if there are tiplé processes in a
gueue that are ready to be executed, they are wietterbund-robin. This is useful, because all psses in one queue
are as important. This system is the best appraaitinin of SJF, and so it is the best we can uskadtvery little
overhead and gives high response time to intemgtivcesses. Real-time processes can get a fixedigim priority; in
this way, they are always chosen when they neéeé to

3.4 Class table of NMLFQ queue scheduler

Table 1: New multilevel feedback queue scheduler
SCHEDULER_NMLFQ_QUEUE

Pid ,value
Pri_first,pri_temp
Get_process_d()
Get_arrival_time()
Get_burst_time()
Get_turn_around_time()
Get_waiting_time()
Set_process_id()
Set_arrival_time()
Set_burst_time()
Set_turn_around_time()
Set_waiting_time()
Process()

Scheduler()

% Code snippet for scheduler

The objective is to obtain a timeline of the exeamutand to show if tasks meet their deadlinesair[h0]. Tasks are
assumed to be hard real-time, preemptive, periodith deadline equal to the next instance's arritwale, and
independent (they do not need to synchronize witiers in order to execute). They also do not subftsnexecution
voluntarily. All tasks start execution at the satinge in the simulation. The declarations of task @s shown in Figure 6
and Simulation of NMLFQ queue scheduler is showriggire 9.

#include"scheduler_Parametric_queue.cpp"

struct priority

{

int pid;

int value;

struct priority *next;

h

class parametric_triple_queue : public scheduler

{

priority *pri_first,*pri_temp;

priority *pri_second,*pri_temp_second;
priority *pri_third,*pri_temp_third,;

int high_quantum,medium_quantum,low_quantum;
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public:

int set_values (int,int,int,int);
void set_quantum (int);

int compute ();

void destroy ();

h

Figure 6: Declarations in New multilevel queue scheduler
4. EVALUATION AND RESULTS

4.1 Simulation and experimental results of NMLFQ sheduler
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Figure 7: Comparing between NMLFQ & combinational functicefdre and after the parameters update, that each ru

include 500 processes

The design of conventional NMLFQ scheduler usestitne slices in the range from 10ms to 200ms aBidgure 7.
Increasing time slices by intervals of 10ms, gaseauotal of 20 queues. NMLFQ algorithm often uzpomentially
increasing time slices. We move tasks up and ddwndqueue levels in the traditional manner. Evemyetia task
becomes ready to run, we check whether it usedsyprévious time slice and place it either aboveaow the queue.
Some additional decisions relate to process creatdhen one task forks to create a new task, thenpa remaining
time slice is split in half between the parent #émel child, so that forking divides a task’s resestcThe child starts on
the highest-priority queue, and if it has a timeesktoo large for that queue we return the extrawarh back to the
parent. If the child is now on a higher queue ttranparent, or if the parent has no time left, ¢hgd will run next.
Otherwise, the parent will continue.

high I/0 bound jobs

priority
CPU bound jobs

low time slice high

Figure 8: Graph illustrating the comparison of priority gotds with respect to time-slice
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Figure 9: Simulation of NMLFQ queue scheduler

Two of the most critical parts of a kernel are themory subsystem and the scheduler. This is bectnesy
influence the design and affect the performancelwibst every other part of the kernel and the GgtTs also why
you would want to get them absolutely right androjzte their performance. Designing scheduler ibestta black art.
No matter how good the design is, some peopleahilays feel that some categories of processesdmatve raw deal.

5. CONCLUDING REMARKS

The main contributions made by this research are:

v" The scheduling policies of the different schedulers studied and their performance has been conhpdie
scheduler code is developed using C++ languagéararxloperating system and Gantt chart log is predid

v We have developedew Multi Level Feedback Queue, a real-time CPU scheduling algorithm that guarestew
deadline miss ratios in systems where task exattitites may deviate from estimations at run-time.

v' This algorithm uses Hew approach for defining the optimized quantum of each quené mumber of queues. The
simulations show that the NMLFQ algorithm gives 10%iter performance compared to Multi Level Queesd time
scheduling with respect to response time and vgptime.

5.1 Further Research

One possible line of future research is to explategrating this kind of scheduler into common ms® commercial
operating systems. The problem is exacerbated wiaules synchronize or share resources (such ak ddthough
closer integration may be, appropriate under soncerastances. While in principle, this should beyeand yield good
results, in practice we expect interesting thingsil be learned along the way.
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